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Key Findings
•

Twenty percent of enterprises have already adopted machine learning into their organization, and a further
33% of organizations plan to implement the technology in some capacity over the next year.

•

The most popular adoption strategy for enterprises today is to purchase software applications with AI and
machine learning built in, although most enterprises are pursuing a multifaceted approach.

•

The ‘AI stack’ stretches from silicon chips, through development platforms, to end-user applications. In terms
of use cases, AI software can fill very different niches depending on the vertical.

•

The infrastructure demands created by AI and machine learning workloads will put pressure on vendors and IT
managers to build and integrate new products or rearchitect existing systems.

•

The black-box decision-making of AI systems is increasingly becoming a barrier to adoption; vendors will need
to develop explainability tools to help customers overcome this obstacle.
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Executive Summary
Introduction
After decades of fits and starts, the moment of enterprise artificial intelligence (AI) and machine
learning has arrived. These technologies are no longer a glimmer on the technological horizon, or
purely an academic pursuit, but rather a real-world enabling technology with defined use cases
and demonstrated ROI – however modest at this stage. Organizations are integrating AI into
their products or services or imbuing machine learning into their internal workflows with the goal
of improving and automating a wide variety of business processes, from customer experience,
sales or marketing to niche, vertical-specific use cases.
The application of these technologies will likely reshape how people work, study, travel, govern,
consume and pursue leisure activities. In turn, that process will almost certainly throw up new
ethical, moral, legal and regulatory challenges that have only just started to be discussed. In the
enterprise context, the compute resources demanded by AI and machine learning workloads will
impact decision-making around IT infrastructure. Companies also express concerns about the
explainability of AI systems, an essential component to the governance of these new technologies.
All in all, the AI and machine learning market is still in the early stages, and tracking the major
players and trends provides some indication of how this industry will evolve. However, things are
teed up for rapid change, so every organization should be discussing its AI strategy, if it has not
already developed one.

Methodology
This report builds upon the research conducted by its authors over the last year, when the
previous iteration of this report was published. It leverages decades of combined experience
covering the enterprise IT software market, including the gradual emergence of AI and machine
learning technology. The information in the report also draws from targeted conversations with
vendors, customer and innovators in the space.
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Reports such as this one represent a holistic perspective on key emerging markets in the
enterprise IT space. These markets evolve quickly, though, so 451 Research offers additional
services that provide critical marketplace updates. These updated reports and perspectives
are presented on a daily basis via the company’s core intelligence service, 451 Research Market
Insight. Forward-looking M&A analysis and perspectives on strategic acquisitions and the
liquidity environment for technology companies are also updated regularly via Market Insight,
which is backed by the industry-leading 451 Research M&A KnowledgeBase.
Emerging technologies and markets are covered in 451 Research channels including Applied
Infrastructure & DevOps; Cloud Transformation; Customer Experience & Commerce; Data, AI
& Analytics; Datacenter Services & Infrastructure; Information Security; Internet of Things;
Managed Services & Hosting; and Workforce Productivity and Compliance.
Beyond that, 451 Research has a robust set of quantitative insights covered in products such as
Voice of the Enterprise, Voice of the Connected User Landscape, Voice of the Service Provider,
Cloud Price Index, Market Monitor, the M&A KnowledgeBase and the Datacenter KnowledgeBase.
All of these 451 Research services, which are accessible via the web, provide critical and timely
analysis specifically focused on the business of enterprise IT innovation.
For more information about 451 Research, please go to: www.451research.com.
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1. AI Is an S-Curve
When we are asked about the state of maturity of enterprise adoption of AI, we often describe it as a
point on an S-curve. We do so because ultimately most trends are S-curves. An S-curve can describe
ice melting, water evaporating, the expansion of the early universe, the fall of empires and, yes, the
spread of new technologies. At first things happen slowly, and often change – or in our case, the
adoption of AI and machine learning – may be imperceptible at this early stage. But then things start
to change quickly, then very quickly, then it slows down until it becomes almost constant.
If we superimpose on that the diffusion of innovation theories of Everett Rogers, which
describe how, why and at what rate new ideas and technology spread, we think we can place our
progression somewhere close to the ‘X’ indicated in Figure 1.

Figure 1: The AI S-Curve
Source: 451 Research, 2019
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The main point to take from this is that change can be hard to see at the early stage of
development of technology. Certainly, there is an enormous amount of hype – we don’t recall
anything quite like this since the start of the commercial World Wide Web in the early 1990s. But
actual adoption tends to be in the form of very narrow AI applications, solving industry- or sectorspecific problems. This narrow AI approach is in stark contrast to the notion of artificial general
intelligence (AGI). And the gulf between a piece of software being able to, for example, classify
IT support tickets (or choose the route a robot should take around a warehouse) and the sort of
highly adaptive and generalized intelligence possessed by humans demonstrates just how far
away the notion of AGI is from becoming a reality. Humans can take knowledge learned in one
domain and apply it to another with relative ease. AI, for now, cannot.
There have been many storied pioneers in AI, starting in the 1950s with Alan Turing, John McCarthy
and Marvin Minsky, through Geoff Hinton in the 1980s and more recently Yann LeCun, Yoshua Bengio
and many others. They were all academics at key points in their contributions to the development of
AI, not particularly concerned with commercial implementations of their inventions at the time. But
the work they did has had a profound impact on the AI market we see today.
We believe there is another similarity between what is happening in AI and the early days of the
web. As the web started to take off initially in the US in 1993-1996, questions arose about the
internet’s infrastructure, how stable it was and who controlled it. Large parts of a core element
of the internet infrastructure – the domain name system (DNS) – was in the hands of computer
scientists working mainly at universities in the US and elsewhere, with some also being run by
commercial companies. There was a lot of jostling in the late 1990s over what organization
would eventually get to control the DNS, which eventually led to the formation of the Internet
Corporation for Assigned Names and Numbers in 1998. During that period the nascent internet’s
large commercial players at the time, such as AOL, AT&T, IBM and Yahoo, were keen – as was the
US government – to make sure that the internet was a suitable framework for global commerce,
something many of the old guard in the internet community didn’t care so much about.
With AI, we believe there will be similar journey: from non-commercial technical evolution in the
hands of academics through to eventual widespread commercial adoption and accompanying
widespread government and inter-governmental regulation.
Obviously, the internet and AI are not the same thing – and today’s large tech companies all
understand the impact of AI much better than some of their forebears did about the internet
back in the mid-1990s. Microsoft was the main example back then, bungling opportunities with
MSN until Bill Gates issued his infamous ‘The Internet Tidal Wave’ memo – and it’s not making
the same mistake with AI. But we are starting to see similar sorts of tussles happening as many
of the early AI pioneers at academics institutions find themselves having to deal with massively
resourced companies that either want or have a greater say in how AI is rolled out and eventually
regulated – whether that regulation is being forced on them by governments or they see such
regulations as potential barriers to entry to competitors.
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As narrow AI adoption rolls on, there is also a struggle to define the AI platform – a set of tools
that can be used to build and deploy any sort of AI application.
Although companies such as Google’s DeepMind division are working their way through a
portfolio of ever more complex game-playing situations to train their AIs, what they are in fact
building are multipurpose factories. The AIs can play chess. They can control robotic hands. They
can do language processing, which is driving the accelerated adoption of AI in many industries.
These are not application-specific systems; they’re platforms. But they’re also not AGI in any
shape or form. They are merely the next step in the evolution of this sector of the technology
industry, and the quest to lead that charge toward the AI platform will be a major feature in the
development of the market over the next two years.
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2. AI and Machine Learning Adoption
Adoption Numbers and Success Metrics
As seen in Figure 2, 20% of respondents have already adopted machine learning into their organization,
and an additional 20% have the technology deployed in the proof-of-concept stage. For an additional
13% of respondents, machine learning technology is a roadmap item with plans to implement within
the next year. Taken together, 53% of respondents will have implemented AI and machine learning in
some capacity in their organizations over the next year. For a technology with such a long – and often
troubled – history, it is remarkable that adoption is growing in such large numbers.

Figure 2: Enterprise AI and Machine Learning Adoption and Success Rates

92% OF USERS HAVE POSITIVE
OPINIONS ABOUT THE
PERFORMANCE OF THEIR
MACHINE LEARNING PROJECTS.

MACHINE LEARNING IN-USE
Machine learning is currently in use

20%

Machine learning is currently
in a proof-of-concept stage

20%

Do not use machine learning but
plan to within the next 12 months

13%

Do not use machine learning but
plan to within the next 13-24 months

8%

Do not use machine learning but
plan to within the next 2-3 years

7%

Not aware of any plans to use
machine learning within the next 3 years

Somewhat
unsuccessful

Very

1% unsuccessful
7%
Very
37% successful

Somewhat 55%
successful

32%

The Current and Future State of AI and Machine Learning 2019
© C O P Y R I G H T 2 0 1 9 4 5 1 R E S E A R C H . A L L R I G H T S R E S E R V E D.

4

ENJOY THIS COMPLIMENTARY REPORT
Figure 2 also demonstrates another important dimension to this trend: Most adopters are
satisfied with the initial results. Of the respondents whose initiatives are already implemented or
are in proof-of-concept stage, 92% rate the project as successful.
In combination, these two top-line results bode well for the future of the technology: A majority
of enterprises have plans to adopt AI and machine learning, and those that have already done
so are showing positive results. It seems fair to say, then, that the long-awaited moment of
enterprise AI has not only arrived, but also is poised to continue.

Benefits
Why are enterprises so bullish on AI and machine learning technology? The goal in applying
machine learning to a problem is to automate or optimize a process or perform a combination
of these two objectives. However, AI is fundamentally an omni-use technology, meaning the
benefits it brings in terms of automation and optimization can be applied to a wide spectrum
of enterprise processes for a wide variety of results. Given that enterprises are brimming
with processes, tasks, analyses, procedures and operations just waiting to be augmented and
automated by machine learning, there are a number of ways in which the technology can bear
fruit for adoptees.
For example, the technology can increase sales or allow organizations to respond more quickly to
opportunities. Or it can help lower costs and reduce risk exposure. 451 Research surveyed machine
learning users about the various benefits, and the close grouping of the responses suggests that AI
and machine learning is expected to bring a diverse set of benefits to the enterprise.
However, two benefits – improving customer experience and gaining a competitive advantage
– are more prevalent than others, with 43% and 37% of respondents respectively citing these
as current or anticipated benefits. The primacy of these two advantages could have a number
of explanations. The applications of machine learning to the customer service processes – for
example, chatbots or call centers – are already fairly advanced compared to other applications
of the technology. Improved customer experiences are also an objective that closely aligns with
larger digital transformation initiatives toward more personalized interactions. The cited gains
in competitive advantage speak to the transformational nature of the technology – and also
suggest how it could soon become table stakes.
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Barriers
As with any emerging technology, several obstacles stand between enterprises and the
frictionless adoption of AI and machine learning, as depicted in Figure 3.

Figure 3: Organizational Barriers to Machine Learning

Given both the newness and the complexity of the technology combined with ever-growing
demand, the lack of experts represents a major hurdle for enterprises. Forty percent of
respondents overall indicate that their machine learning initiatives are hampered by a lack of
skilled resources, and 21% cite it as their primary barrier. In addition, 15% identify the process of
accessing and preparing data as their main impediment. To address these technical barriers to
adoption, the industry will need to expand the pool of skilled resources: Enterprises will need to
upskill existing talent, and vendors will need to simplify tools and services for end users.
Successful machine learning initiatives also require an extensive amount of both literal and figurative
buy-in. For example, most enterprises will need to make additional hires or procure new tools and
services to build a machine learning application. Seventeen percent of respondents say that limited
budget is the primary inhibitor to machine learning adoption, and an additional 10% cite the lack
of support from senior leadership. To maximize success, enterprise evangelists must effectively
advocate to the right stakeholders in order to secure financial and institutional support.
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Currently only 13% and 10% of respondents respectively ascribe deployment and maintenance
as their primary barriers. But as machine learning adoption becomes more prevalent in the
future, 451 Research expects these to become bigger issues. It’s also worth pointing out that
only 7% of respondents cite the incongruity between use cases and algorithms as their major
barrier, suggesting that – at least for now – the research community is doing a good job at
translating this esoteric technology into practical business value.

Strategies
Just as AI and machine learning are multi-use technologies that can automate and improve a
variety of processes, the route to adoption of the technology can itself take many forms. At 451
Research, we segment these approaches based on two conditions:
• Build vs buy. Is the machine learning application assembled from component pieces by inhouse experts or is it a product or service procured from outside vendors?
• Bespoke vs broad. Are the machine learning tools and solutions tailored to an enterprise’s use
case or do they consist of general, off-the-shelf offerings?
Figure 4 depicts the strategic approaches to ML adoption using these two axes to segment
four quadrants.

Figure 4: Primary Machine Learning Strategy
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1. Service Providers. Respondents in this category are primarily working with third-party service
providers such as Accenture, Cognizant and Wipro, which in turn build custom machine learning
applications for the customer. The survey data shows that only 11% of respondents are pursuing
this strategy, making it the least popular of the four strategies. We suspect that many companies
think they can build machine learning systems on their own that are better and cheaper, or
maybe they worry about sharing sensitive data with outside organizations. Therefore, it is not
surprising to find that the service provider approach is the most popular among respondents
who describe their overall strategy toward new technology as ‘conservative.’
2. Machine learning-enhanced applications. The adoption strategy of these companies involves
purchasing applications with built-in machine learning capabilities from vendors such Adobe,
SAP, SAS Institute or Salesforce. These applications cover a breadth of different use cases, from
intelligent CRM offerings to vertical-specific products. The minimal technical expertise required
to adopt these systems perhaps explains why a plurality of survey respondents – 38% – say
this is their primary approach to adoption the technology. This approach is particularly popular
among respondents whose primary use case is related to customer service, probably due to the
relative maturity of the machine learning software market.
3. Open source machine learning tools. This set of respondents is employing a much more ‘DIY’
approach to bringing machine learning into their organizations. Overall, 27% of respondents
cite the use of open source machine learning tools such as Keras, Spark ML and TensorFlow.
This approach is the most preferred among larger organizations (10,000+ employees), probably
because they have the financial and human resources necessary to build a machine learning
application from scratch.
4. Vendor-provided machine-learning-specific tools. These respondents are taking advantage
of an emerging class of component products and services provided by vendors such as Amazon
Web Services (AWS), Google, H20.ai and DataRobot that can be leveraged as part of an end-toend machine learning application. The survey data shows that only 24% of respondents currently
cite this approach as their primary adoption strategy, although other data leads us to think this
segment will expand in the future. Currently, using vendor-provided machine learning tools is
the most popular approach among respondents whose primary use case is related to business
analytics, most likely reflecting the rise of citizen data scientists and self-service analytics –
trends that analytics providers with machine learning tools have also been focusing on.
TO WA R D A F U T U R E O F M U LT I FA C E T E D M A C H I N E L E A R N I N G S T R AT E G I E S

The segmentation above demonstrates that there is clearly more than one way to implement
AI and machine learning in an enterprise context. In fact, other data from the survey suggests
that many respondents are currently using more than one of the four strategic approaches
outlined above, and most anticipate that their future machine learning initiatives will involve
some combination of these strategies: On average, respondents report that their strategies will
encompass 2.6 of the 4 strategies within the next year, rising to 3.4 strategies within the next three
years. The future of machine learning adoption will be fundamentally multifaceted.
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This conclusion has important implications for both customers and vendors. Adopters looking
to accelerate their AI initiatives should not fear trying new strategies, and new adopters should
weigh the variety of techniques available for them. Vendors, on the other hand, need to keep their
eyes peeled to customer needs. They must be aware that customers are willing to try various
approaches to machine learning and adjust their product and service portfolios accordingly.

Data Inputs
Data is the feedstock of machine learning, and the technology is capable of ingesting data from a
wide variety of sources, from social media and location data to assets obtained from data brokers
or market sources.
Leading the pack is customer and client data, which 56% of organizations say underpins their
machine learning projects. This result isn’t particularly surprising – enterprises have a surplus of
this type of data, and it is often in a structured format, making it more amenable to analysis through
machine learning. Customer and client data can also serve as the source for a range of machine
learning initiatives across many business processes, such as marketing, sales, business analytics
and, of course, customer service.
Employee data and operations data also play an important role in enterprise machine learning
projects, with 45% and 42% of respondents respectively integrating these sources. These results
demonstrate how users are applying the technology to internal business processes, in addition
to customer-facing applications. Machine learning is not just conducive to building best-of-breed
products and services – it is also an integral component of company-wide digital transformation.

Decision-Makers
Given the transformative potential of machine learning, it should be expected that decisionmaking around the technology reaches to the highest level of leadership. And this result
is exactly what 451 Research survey data demonstrates: Executive management and IT
management have a great deal of sway over these projects.
In the case of executive management, this group is involved in spending decisions at 39% of
organizations and is the primary spending decision-maker in 24% of enterprises. For IT management,
37% of enterprises report this group is involved in spending decisions, and 15% say this group is
the primary decision-maker. Taken together, almost 40% of primary spending
decision-makers around machine learning initiatives come from these two groups.
A second tier of decision-makers includes members of enterprise divisions with technical
functions related to machine learning (e.g., IT infrastructure, R&D, data science) or high-level
leadership roles (e.g., operations and finance management). This tier accounts for a further
30% of primary spending decision-makers. A third tier of decision-makers, mostly made up of a
variety of specialized divisions within the company, accounts for the remaining 31%.
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3. The Enterprise AI Stack
AI is a set of enabling technologies, rather than an end in itself. But it is an unusually flexible set
of technologies that will permeate – and cause changes to – every part of the technology stack.
And it has use cases in every industry vertical and every department in any organization. This
omni-usefulness can make it hard to pin down what exactly the market is for AI technology.
Figure 5 attempts to provide some structure to the confusion.

Figure 5: The Enterprise AI Stack
Source: 451 Research, 2019
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Infrastructure

The core of machine learning is mathematical computations that, for most enterprises, are
unprecedented in both complexity and volume. These workloads increasingly require highperformance or application-specific infrastructure to ensure AI systems can be built and
deployed quickly.
Starting at the bottom, the chip layer has arguably been affected the most by AI. As we examine
in the Infrastructure Demands section of this report, the CPU-based chip sector so long
dominated by Intel and AMD is being radically shaken up by more than 40 startups offering all
sorts of accelerators to enhance the performance of AI, be it in the datacenter, the cloud or the
edge. (We examine this at length in our February 2019 report The New Accelerators: How the
Performance and Efficiency of the Datacenter Is Transforming for New Workloads.)
The cloud IaaS and non-cloud infrastructure layers obviously are a very simple abstraction
masking a huge amount of complexity. There are major changes afoot in storage, servers and
networking due to the adoption of AI and machine learning.

Data Platforms and Tools

Above the infrastructure sits a new – and proliferating – group of machine learning development
platforms and tools. Data is the feedstock of machine learning projects, and wrangling this
asset is becoming an increasingly integral part of building and deploying machine learning in the
enterprise context. Figure 6 visualizes the typical AI data pipeline.
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Figure 6: The Typical AI Data Pipeline
Source: 451 Research, 2019

Figure 6 clearly demonstrates both the complexity and the interconnectivity of the AI training
process. Enterprises are increasingly turning to vendor-provided platforms to help commingle
the data, infrastructure and tools needed for end-to-end development at scale.

AI Functions

The next layer above the data platforms and tools are AI functions, a term that describes
applications of the technology (e.g., trained models) that mimic the intelligent capabilities of
humans, including:
• Computer vision: Machines that can ‘see.’
• Natural language processing (NLP): Machines that can ‘hear.’
• Natural language generation (NLG): Machines that can ‘write.’
• Text-to-speech: machines that can ‘speak.’
• Knowledge representation: Machines that can ‘interpret.’
• Robotics: Machines that can ‘move.’
These functions serve as the building blocks for more ambitious and bespoke
applications of the technology.
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AI Applications

By tooling and or aggregating AI functions, users can create a wide variety of AI applications
– uses of the technology that more closely respond to the tasks performed by humans in an
enterprise environment.
For example, integrating NLP, text-to-speech and knowledge representation results in a virtual
assistant capable of answering a voice query. Or, in another example, a generic computer vision
model can be customized to identify a specific object.
In both cases, the AI application layer is where enterprises begin to realize the benefits of
machine learning by integrating it into business processes, leading to gains in efficiency
through automation and optimization.

Cross-Industry Use Cases

The penultimate layer of the AI stack describes one set of processes to which AI applications
can be applied: horizontal business processes. By integrating AI applications with specific data
sets or relevant tools, one can create an application that targets generic business processes
prevalent in almost all industries.

Industry-Specific Applications

Finally, the top layer of the AI stack includes a wide variety of vertical applications of AI and
machine learning. The following section provides more detail on these use cases and the state
of adoption across four important verticals.
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4. Vertical Industry Adoption of
Machine Learning
One of the questions we get asked the most is a version of this: “I am not Google or Facebook or
Tencent or Alibaba. So what can AI do for me?”
The implied follow-up question is that given we know AI is driven by data and these organizations
have massive data sets of various types, how can my organization possibly compete? The answer
is that although those companies have great data – and with great data comes great responsibility
– they do not have deep troves of verticalized data specific to a given company and industry.
This is borne out in our data-driven research as well as conversations with enterprises. Here
we find that the use cases for machine learning get very industry-specific, very quickly. That’s
because it is driven by data, but also because it is not possible to wave a magic wand and
transform an entire organization using AI; it is about identifying specific use cases and applying
the technology to those problems, driven from the data.
If we explode the industry-specific AI applications section at the top of our enterprise AI market
segmentation in Figure 6, we uncover myriad vertical industry use cases, as indicated in Figure 7.

Figure 7: The Industry-Specific Applications of AI
Source: 451 Research, 2019

Healthcare
Disease diagnosis
Drug discovery & development
Clinician workflow & decision support
Patient monitoring
Robotic & digital surgery
Imaging

Treatment development
Operations management
Fitness & wellness
Medical devices
Digital/data security
Physical security

Financial Services
Fraud detection
Digital/data security
Customer service
Compliance
Wealth management
Algorithmic trading

Payment processing
Physical security
KYC/customer on-boarding
Loan, credit card or claim approval
Back-end process automation
Product recommendations
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Retail
Supply chain logistics & management
Physical security
Customer engagement
Supply & demand predictions
Product recommendations

Product design & creation
Payment processing
Post-sales customer service
Digital/data security			

Manufacturing
Supply chain logistics & management
Supply & demand forecasting
Physical security
Quality assurance
Warranty reserve estimation

Assembly line optimization
Digital/data security
Product design & creation
Predictive maintenance			

Media & Publishing
Content personalization
Content production
Content & IP monitoring
Advertising optimization

Tr a n s p o r t a t i o n
Autonomous driving
Traffic analysis & control
Traffic infrastructure modeling
Predictive maintenance
Fleet management			
		

Tr a v e l a n d H o s p i t a l i t y
Customer experience optimization
Supply & demand forecasting
Traffic patterns & congestion management
Complaint resolution

Physical security
Dynamic pricing
Personalization
Digital/data security
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E n e r g y, O i l & G a s
Asset behavior anomaly detection
Trading strategy optimization
Energy supply & demand optimization
Smart grid management
Risk analysis

Seismic analysis
Predictive maintenance
Exploration optimization
Physical security
Digital/data security

Datacenters
Failure-rate prediction modeling
Asset behavior anomaly detection
Design & configuration modeling
Risk mitigation & scenario planning

Predictive maintenance
Capacity forecasting
Physical security
			

Agriculture
Disease & pest detection
Supply & demand forecasting
Yield calculation
Agricultural robots
Weather forecasting

G overnment & Education
Disaster & emergency management
Virtual learning environments
Fraud detection
Personalized education

Predictive policing
Asset maintenance
Surveillance & security

Legal
Expertise identification
Practice management
Knowledge management
E-discovery
Contract analysis
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But we can go deeper than this in four key vertical industries: financial services, healthcare,
manufacturing and retail.

Financial Services
Forty-two percent of respondents in the financial space are using machine learning for fraud
detection, and another security-centered use case – digital and data security – also shows strong
adoption. As a heavily regulated industry, it is not surprising to find that many financial firms
are using machine learning to shore up their assets and networks. Fraud detection is a natural
use case for the technology, given the abundance of historical transaction data. Digital and data
security will be a challenge as threat vectors proliferate, and machine learning will need to be part
of any such solution.
Comparing current and future adoption rates, compliance and payment processing are two
leading use cases in terms of expected net growth. The explosion of new regulatory frameworks,
led by GDPR, necessitates a more intelligent approach to data compliance. Earlier attempts to
offer compliance software in this sector involved rules-based approaches, but machine learning
is transforming the sector with its ability to uncover patterns in large sets of unstructured data.
In terms of payment processing, machine learning will enable efficiencies necessary for an
increasingly diffuse and digital consumer landscape.
Finally, the survey data suggests algorithmic trading is a more niche use case of interest to those
in investment banks and brokerages.

Healthcare
It should come as no surprise that practitioners in the healthcare space are excited to apply
machine learning at the point of care. According to the survey results, 46% of respondents are
using machine learning in their patient monitoring systems, the highest of any of the surveyed
use cases. Another related use case – clinician workflow optimization – also polls very well.
By applying the technology to the growing volume of data generated by IoT medical devices
and other lifestyle data, healthcare providers hope intelligent patient monitoring and clinician
workflow optimization tools will allow doctors to focus on the higher-level decision-making that
improves patient outcomes.
The survey data also shows that investment in machine-learning-based tools is high among
other use cases in the healthcare space including operations management and treatment
development. Disease diagnosis and analysis – one of the buzzier applications of machine
learning in medicine – also polls quite well.
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Retail
Because retailers live and die by their ability to convert potential customers into repeat buyers,
they are focused on using machine learning to improve customer engagement. In fact, according
to the survey, 45% of respondents are currently using machine learning as part of nextgeneration customer engagement tools, making it the most popular use case. Retailers have
access to a wealth of historic transaction data, which they can leverage to better understand
how and when to engage customers.
The survey results also show that demand prediction and supply chain enhancement are areas
getting a boost from use of machine learning, where AI is working alongside humans to spot
patterns in vast, disparate data sets.
Payment processing is important for ensuring customer satisfaction; it is one of the retailfocused use cases with the largest expected net growth, especially given the fragmentation of
the US payments market and the improvements machine learning offers.
Other more transformative use cases such as product design and creation seem to be a more
than a few years out, based on the survey results.

Manufacturing
Among respondents in the manufacturing sector, maintenance forecasting is the most popular
use case for machine learning today, cited by 36% of respondents. The primacy of maintenance
forecasting speaks to the value machine learning can bring in terms of making predictions about
complex systems. Decreasing machine downtime through predictive maintenance helps reduce
costs and improve margins for manufacturers. Another popular machine learning use case is
supply and demand forecasting, which could help manufacturers at the margins.
Quality assurance and product design and creation are two future use cases that seem to excite
manufacturers. Better optimized and automated QA processes not only reduce costs but also
improve product quality. Automated product design is a headier challenge that could allow users
to gain competitive advantage in the market.
Assembly line optimization is one of the manufacturing use cases with the largest net gain,
suggesting respondents are interested in using machine learning to improve this area in the future.
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5. Infrastructure Overhaul
Data compiled by OpenAI in 2018 showed that the compute being used to train the largest
machine learning models from AlexNet in 2012 through DeepMind’s AlphaGo Zero in 2018
was doubling every 3.5 months (considerably shorter than Moore’s Law’s doubling time of 18
months). This meant that from 2012-2018, compute resources used to train these models
increased by more than 300,000 times.
This is an abstract benchmark not specifically tailored to any specific use case. But it is indicative
of the wider implications of the desire to build, train and maintain machine learning models – if
more enterprises choose to do this, then they will almost certainly come up against barriers in
terms of their current infrastructure.
The adoption of AI is causing enterprises and service providers to rethink their infrastructure
needs, particularly in the areas of storage and compute resources. Infrastructure vendors and
cloud providers are of course only too happy to oblige with new dedicated resources for AI in the
cloud and on-premises, but we’re still in the stage of identifying where the bottlenecks are and
how to solve them. But this isn’t just about adding a few extra servers in a rack. In many cases,
this is about a complete rethink from the level of silicon through to SaaS.
Starting at the silicon and server level, as our recent report The New Accelerators points out, “the
general-purpose CPUs that have come to dominate the datacenter world are struggling to keep
up with the very specific demands of all this new software, which include high data throughput,
multiple cores for parallelism and variable or single precision operations for efficiency.”
This has resulted in a focus on so-called AI chips – silicon made specifically to accelerate the
processes of machine learning and deep learning. But just as there are many facets to the
machine learning processes, we are seeing theories abound as to whether separate accelerators
are needed for each stage (training, inference, etc.) or if a common architecture is needed
through the processes and at the various locations, such as servers, the cloud and the edge.
A number of key technologies have been generating growing interest:
• GPUs: A key technology for accelerating compute-intensive AI workloads, GPUs are able to
complete certain tasks tens of times faster than conventional x86 processors, because they
use hundreds of processing cores to run thousands of concurrent threads.
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• FPGAs and ASICs: Chips that also function as co-processors, ASICs provide added
performance but at the cost of reduced flexibility and versatility. Both FPGAs and ASICs have
been used within storage arrays in the past to accelerate and offload compute-heavy tasks
such as compression and encryption – and we expect to see these processors returning to the
scene with next-generation system architectures.
• Storage-class memories: Storage-class memory has become a term to cover new types of
media that can offer speeds faster than typical flash while delivering the persistence that is
lacking with DRAM. Moving forward, this technology will power a range of use cases including
in-memory databases and real-time analytics. Intel and Micron’s 3D XPoint non-volatile
memory technology is a good example of this emerging technology, which is expected to ship
in greater volume in the next 12-18 months, and will be integrated into major storage, server
and hyperconverged infrastructure platforms.
Overall, we see the market divided into six categories:
• The incumbents (Intel and ARM): The two leading CPU vendors, each dominant in their
respective market sectors, but with increasing overlap.
• The challengers (NVIDIA, AMD and Xilinx): These companies expand what were previously
confined total addressable markets to major new growth opportunities.
• The establishment (embedded systems and electronic design automation and software IP):
A mature but fragmented sector that needs to balance legacy business with rapidly evolving
new requirements.
• The hyperscalers (Google, AWS, Facebook and the BAT companies – Baidu, Alibaba and
Tencent – in China): Companies looking to partner, acquire or even build their own newgeneration infrastructure for competitive advantage.
• The systems: AI- and accelerator-enabled hardware from the major systems vendors (including
supercomputer vendors), selling mostly to enterprises and on-premises research units.
• The startups (more than 40 and expanding): The first new silicon ventures in many decades,
trying to enter a market with custom-designed ASICs that they claim will change the game
plan entirely.
At the storage layer we are seeing similar challenges, as the explosion in new data coupled
with the newfound ability to extract insights from existing data troves mean organizations are
rethinking how they store and manage their data. Ingestion and data preparation are the first two
stages in the creation of machine learning models.
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In one sense, AI is just a large-scale data processing problem. The optimization of storage
technology in terms of the computational workloads common for AI projects will lead to better
and more efficient AI systems. Today, a lot of model training leverages CPU technology in the
cloud, with an ever-growing percentage of workloads being done on specialized and applicationspecific chipsets such as GPUs and tensor processing units (TPUs). These new silicon
technologies will impact the storage requirements for AI.
AI projects leverage a wide spectrum of data inputs, from structured to unstructured data types.
Building storage systems that address the diversity of data types used across unique AI systems
is both a challenge and an opportunity for storage vendors.
In terms of development, the first step of the development process is gathering and aggregating
data for model training. Given that data sources are often distributed across organizational silos,
the database offerings of public and private cloud vendors can serve as a common repository.
Once input data has been compiled, the second step in developing a machine learning model
is training an algorithm. Given that this process is highly resource-intensive and nonregular,
the scalable nature of the cloud allows machine learning researchers to access and utilize the
required infrastructure resources when they need them. Furthermore, because training often
requires specialized infrastructure components, the cloud provides access to these resources
without enterprises having to front the full capital expenditure.
In terms of deployment, using machine learning models at the inferencing stage neither requires
vast amounts of data nor entails immense computational capabilities. Instead, because most
machine learning models are integrated into other software as functions, the most important
attributes of the infrastructure for deploying machine learning models in production are speed
and availability. Speed is important for providing value: If the model can make a great forecasting
prediction, but it doesn’t do it within the right timeframe, then the model is essentially useless.
Availability of models in deployment is important because they must service requests from
a variety of sources whether in the datacenter or on the network edge. In both instances, the
interoperable nature of the cloud, combined with its scalability and flexibility, make it an ideal
venue for the deployment of machine learning models in production.
The sheer complexity of AI initiatives necessitates a diverse portfolio of infrastructure options,
and vendors playing in this space will need to prepare for a hybrid, multi-cloud future.
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6. Explainable and Responsible AI
Explainable AI arrived as a buzz phrase in 2017 and was quickly coopted by all sorts of vendors
and commentators as a way of acknowledging that acceptance of AI in all its various guises will
only become widespread if people feel they can trust it. After all, any major breakdown in that
trust would be a major impediment to adoption.
But until AI really became an enterprise priority and started affecting people’s lives in areas that
really matter to them, such as their health, their finances and their privacy, few paid attention to
the concept. After all, for years, Google has pushed users toward certain web pages, Amazon
has showed what comparable people bought and Netflix has recommended certain video
content without most people demanding to know how they came to those predictions. (News
organizations annoyed at how their stories feature in Google search results or the Facebook
News Feed is a notable exception.)
But when medical treatments or investments are being recommended to us – or denied to us
when we think we should have them – we want to know how those decisions are being made.
And if they’re being made mainly through the use of AI, it can be hard to explain.
In traditional linear machine learning models (such as linear regression or decision trees),
explainability is relatively straightforward because the prediction is the combination of values,
with a weighting applied. But in deep neural networks, it can be much, much more difficult. This
is because neural networks are automated feature extraction, so the data scientists can’t explain
their methods; the neural network is handling it.
Those linear models understand and predict average behavior, which is fine if everyone’s
behavior is average – which of course it is not. Behavior is more varied and complex than that,
which is precisely why machine learning is so useful. It can produce far more targeted and
accurate predictions but does so in a way that can be hard to interpret.
The challenge this presents could be a major obstacle to adoption. Deep neural networks can
often produce quite spectacularly accurate results, but if the developer or data scientists cannot
explain why, for example, it is so great at diagnosing heart disease from one’s medical records,
then it is not likely to be trusted and adopted by clinicians – even though the model may have
demonstrated phenomenal results up to that point.
Data is obviously a critically important factor in AI explainability too. With supervised machine
learning using models that have been built using training data, explainability is a challenge but
not an insurmountable one.
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There is a lot of research into fairness, bias and explainability going on, including a longstanding
research community called Fairness, Accountability, and Transparency in Machine Learning, plus
other work such as the Explainable Artificial Intelligence project at DARPA. Most approaches
can be grouped into either ante-hoc – the explainability is built into the model from the start – or
post-hoc, where a model is checked for explainability during testing. Research efforts such as
Reverse Time Attention Model fall into the former category and Local Interpretable ModelAgnostic Explanations fall into the latter.
Vendors of machine learning tools and platforms have recognized the need for explainable AI
for quite some time. For instance, IBM’s Watson OpenScale is a kind of application performance
management tool, but for AI applications. It is designed to operate and automate machine
learning models across their lifecycle, with a focus on providing tools for explainability and
bias mitigation, as well as monitoring, for models in production. It helps explain AI outcomes to
business users, while also handling tasks such as job scheduling.
Google’s Facets is a visualization tool to aid the understanding of data sets used to train models,
and its What-If Tool is a feature within the open source TensorBoard application that enables
users to analyze a TensorFlow model without writing code.
In December 2018, Microsoft introduced a preview of Model Explainability as part of its
automated machine learning capabilities in Azure Machine Learning service. Automated machine
learning – while addressing some key choke points in terms of lack of data science skills and
performance issues – also has the potential to be even more complicated than workflows
developed by humans, so explainability is going to become even more important as we venture
down the automated machine learning route.
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7. Profiles of Major
Software Vendors
Adobe
With its Sensei machine learning technology, Adobe has continued to roll out applicationspecific approaches to machine learning at three levels: Experiences for end users; Services
for developers to assemble into Experiences; and Framework & Tools for data scientists.
Experiences rolled out recently include Smart Layout in Experience Manager; understanding
audio types in Premiere Rush; detecting boundaries, auto-cleaning and removing shadows from
scans in Document Cloud; and instantly aligning and lighting 3-D scenes to match a background
image in Dimension. Its Data Science Workspace, launched in 2018, is for data scientists and
data engineers. Adobe Stock claims to have one of the best ML training sets of photos available,
all tagged.
Amazon Web Services
Like the other public cloud vendors, AWS provides a suite of AI and machine learning tools
and services that span a range of customer use cases and capabilities. The company offers
pre-trained models for computer vision (Amazon Rekognition), NLP (Amazon Comprehend),
recommendations (Amazon Personalize), forecasting (Amazon Forecast) and conversational
interfaces (Amazon Lex). For customers who want to customize their AI, AWS has Amazon
SageMaker, an automated machine learning tool that allows customers to train and deploy
models built using proprietary data. The goal is to reduce time to value while hosting the entire
machine learning pipeline on AWS. The company also provides SageMaker Ground Truth, a
labeling assistance service, and SageMaker Neo, a tool that can optimize trained models to run
across an IT environment.
Underlying its machine learning services is the company’s infrastructure portfolio, which allow
customers access to a variety of compute resources, including CPUs and GPUs. The company
also has announced AWS Inferentia, a chip designed to speed up inferencing, and AWS Graviton
Processors, an ARM-based accelerator for training.
In terms of vertical applications, AWS provides Amazon Comprehend Medical, an NLP tool
for extracting medical information from unstructured text. The company has also developed
horizontal applications leveraging machine learning, such as Amazon Connect – a self-service,
cloud-based contact center application.
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Google Cloud
Google has long used machine learning in its search engine, and this has gradually spread across
all of its businesses, especially its Google Cloud unit. Akin to its competitors in the public cloud
space, Google Cloud offers a wide variety of off-the-shelf APIs for common AI tasks including
image and video analysis, NLP, translation, speech-to-text, text-to-speech and conversational
interfaces. The organization also provides customers with the ability to easily build custom
models through its line of AutoML services – users with little to no machine learning expertise
can upload their data and train models for image and video recognition, natural language and
translation. The company also recently announced the beta availability of AutoML Tables – a
similar tool focused on structured data sets.
At its annual Next ’19 conference in April, the company demonstrated how it plans to compose
these building blocks into off-the-shelf applications for vertical and horizontal use cases such as
Recommendation AI, Visual Product Search, Contact Center AI and Document Understanding AI.
In addition to its applications and building blocks, Google Cloud offers tools such as AI Platform
and AI Hub to expedite the adoption of the technology. AI Platform is a data science development
environment that unifies Google Cloud’s suite of AI and machine learning tools with additional
features and integrations for accelerating the deployment of AI projects into production. AI Hub
is an enterprise-grade collaboration tool through which developers can access plug-and-play AI
components or share projects or pipeline components across their organization.
On the infrastructure side, Google offers the gambit of compute resources, including the TPU,
an ASIC for machine learning acceleration that leverages its popular open source development
framework, TensorFlow. Google recently announced the public beta of its Cloud TPU v2 and v3
Pods. These offerings combine up to 1,000 TPUs into a supercomputer capable of training larger
models more quickly.
IBM
IBM has changed strategy markedly with Watson since our 2018 report. It has shifted from a
Watson on the IBM Cloud strategy to a multi-cloud strategy, enabling Watson Assistant and
Watson OpenScale to run on any vendor’s cloud using the IBM Cloud Pak for Data Kubernetesbased platform, with additional Watson products to follow the same path.
IBM also sold off numerous software assets in recent months. In December 2018, IBM sold seven
software product lines to HCL Technologies, including Commerce (on-premises), Notes & Domino,
and Connections, which together accounted for more than $1bn in revenue from IBM’s Cognitive
Solutions group – although this was declining. In April 2019, it sold its remaining marketing and
commerce software assets to private equity firm Centerbridge Partners, including an array of
(mostly) on-premises marketing tools, including marketing automation, analytics and an AI-powered
content management system. Some of them had only small amounts of machine learning in
them, but in exiting the application software business IBM is pinning its software-based
hopes on core Watson machine learning tools and APIs, mostly in the cloud.
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Infor
Business applications vendor Infor is building machine learning into its suite of industryspecific applications. In 2017, it announced Coleman, its machine learning technology for
image recognition, voice interaction and automation. It already has available machine-learningdriven services like predictive inventory management for healthcare, and price optimization
management for hospitality.
Infor launched its first Coleman-branded product in September 2018 in the shape of Infor Coleman
Digital Assistant, which works with the Infor CloudSuite set of applications. The assistant offers a
conversational interface that combines industry domain knowledge with the ability to chat, hear
and talk. In the future it will offer image recognition called Infor Coleman Vision. Infor has broader
plans to integrate more machine learning into the Infor Operating Service, including barcode and
QR code scanning and the ability to train models based on custom images.
Microsoft
AI and machine learning have been central to CEO Satya Nadella’s transformation of Microsoft
since he took the reins five years ago. The company is eventually infusing every application and
every business process with AI, spanning its three main application portfolios: Microsoft 365,
Dynamics 365 and the Azure cloud platform.
Data is of course key to this, and the company’s recent branding of Power BI, Power Apps and
Flow into what it calls Power Platform is part of making data accessible to non-technical users.
Power Platform is underpinned by Microsoft’s common data model. Power BI users can already
call Azure machine learning services without coding to build and train custom models, and
there’s a lot more to come.
Although it’s fair to say that the Cortana brand has never taken off like Alexa has for Amazon,
Microsoft is still a major player in both consumer and business use of AI, including in its Bing
search engine. It released some key algorithms as open source in May 2019 concerning how
to scale the process of finding information in a vector space. It has also done a lot of research
around model explainability and responsible AI, and sees its approach here as another
differentiator. Conversational AI has been another area of focus, leveraging Azure’s rich set of AI
services for vision, speech, language and knowledge.

The Current and Future State of AI and Machine Learning 2019
© C O P Y R I G H T 2 0 1 9 4 5 1 R E S E A R C H . A L L R I G H T S R E S E R V E D.

26

ENJOY THIS COMPLIMENTARY REPORT
OpenText
OpenText CEO Mark Barrenechea told us in February 2019 that although the company had
“stayed on the sidelines of various trends – we’re not staying on the sidelines of AI.” Although
OpenText has a lot going on integrating its numerous acquisitions, its AI product strategy in the
form of its Magellan machine learning platform remains front and center.
However, it is taking an application-specific approach to machine learning, rather than trying to
be an IaaS provider competing with the likes of AWS and Microsoft. It is infusing its application
with Magellan. Recent examples include trading grid analytics within its Business Network and
AI-augmented capture in its Content Services suite. The company is still pushing Magellan,
however – both at developers and data scientists who want to build and train their own models,
and as a predictive analytics tool in its own right.
Oracle
Oracle’s strategy for leveraging machine learning operates at four layers: data and AI-powered
applications (Adaptive Intelligent Apps); analytic tools with embedded machine learning
(Augmented Analytics); an AI platform to build, train and deploy models based in part on its
acquisition of DataScience.com in May 2018; and its Autonomous Database. A year ago, it really
was focusing on the app layer in terms of AI, so it has deepened its approach quite a bit since last
year’s report.
Oracle has launched Adaptive Intelligent Apps in its ERP, supply chain management, customer
experience and human capital management portfolios, though it’s still early days. These apps
perform functions such as identifying the best candidate in human capital management or
identifying which suppliers will accept early payment in return for a discount in ERP. It has also
launched conversational agents in several of its applications areas. In customer experience,
these agents take the form of a Sales Digital Assistant and Service Digital Assistant that
can initiate conversations, make recommendations, detect/process sentiments, and handle
advanced conversations; in ERP, an Expense Reporting Assistant automatically creates,
classifies, and matches expense items; and a Project Management Digital Assistant learns from
past time entries, project planning data and overall context to tailor interactions and smartly
capture critical project information.
What was the Oracle AI Platform Cloud Service is now called Data Science Service, and is
aimed at developers and data scientists. This is complemented by Oracle Cloud Infrastructure
for high-performance compute, storage and networking, big data services for large-scale data
management, and Oracle Analytics Cloud for predictive analytics.
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Salesforce
Salesforce was one of the first major application vendors to put machine learning front-andcenter in its application strategy. It has 35 live applications and thousands of customers on
its Einstein machine learning platform. Every customer of its flagship salesforce automation
application can make 5,000 requests to Einstein Next Best Action per month before being
charged for its use. This year’s focus is on, in part, adding more Einstein functionality to its
Service Cloud offering, including automatic case classification to read and categorize service
tickets. It will also use Einstein to enhance its core search functionality.
The company has recently launched Einstein Translate to enable language translation of any
Salesforce object or field without leaving the Salesforce environment, and Einstein as new
optical character recognition, using computer vision to extract text from documents. Einstein
Voice, which enables users to talk to Salesforce via smartphones and have the speech turned
into text and inserted in Salesforce records, is currently in pilot and is expected to be more fully
rolled out later in 2019.
SAP
SAP has integrated machine learning functionality into many of its enterprise software offerings
and, like its great rival Oracle, is looking to infuse all levels of its platform with machine learning.
At its annual Sapphire Now conference the company announced SAP Data Intelligence, which
it bills as a way of scaling AI and extracting value from distributed data. It is a combination of
SAP Data Hub with SAP Leonardo Machine Learning Foundation cloud service and enables
developers and non-developers to build and train machine models based on disparate data
sources. It perhaps represents a realization by SAP that providing the machine learning business
services wrapped in APIs is one part of the machine learning puzzle; the other, arguably harder,
part is the data-wrangling required to get data ready to be used to train models.
SAP also announced its Intelligent robotic process automation (RPA) tool, the result of its
November 2018 acquisition of Paris-based RPA vendor Contextor. There are myriad RPA tools
out there, but SAP is the first of the major application vendors to roll out its own.
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SAS Institute
SAS Institute has been using machine learning in its products for the best part of 40 years
and was a pioneer in the use of analytics. That veteran status hasn’t resulted in first-mover
advantage, however, as the AI field is so broad and deep. Instead the company has had to shift
some of its long-held positions regarding open source software as it battles to avoid being
disrupted by startups and major cloud platform vendors offering machine learning tools and data
platforms.
Its Viya next-generation analytics platform, launched in 2016, is key to its future success as all its
products will eventually run on it. SAS aims to serve everyone from the non-technical users doing
relatively simple visual analysis in Visual Analytics to more complex forms in Visual Statistics,
and ultimately AI-driven analytics in Visual Data Mining and Machine Learning. Its large and loyal
customer base is proving sticky despite the surge in interest in open source languages R and
Python – both of which it has now embraced, if a little reluctantly at first.
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8. Conclusions and
Recommendations
Enterprises should look to develop an enterprise AI strategy, if they do not already have one.
Enterprise AI is not a passing fad, and any organization that overlooks this technology risks
ceding the advantage to its more forward-looking competitors. 451 Research data indicates
there are a couple of key components to any AI strategy. First, companies must acknowledge
that the lack of skilled machine learning practitioners will be a major obstacle. To address this
gap, enterprises should look to upskill existing resources and adopt vendor-provided tools.
Second, AI initiatives are most successful when executive and IT stakeholders are involved.
AI adoption is not easy, so getting these decision-makers on the same page is essential.
Finally, enterprises must recognize that each organization’s path to AI is different. It depends
on a number of variables, such as current infrastructure, data assets and technical expertise.
Any AI strategy should both look to borrow from established cases and reflect the unique
circumstances of the company itself.
Machine learning technology can very quickly become vertically focused. Machine learning
can optimize and automate a variety of business processes – a core set of enterprise AI
functions exist to address business problems that are prevalent in almost all industries. However,
as AI functions are composed into AI applications and these AI applications are tailored to
address vertical-specific processes, the general nature of machine learning will quickly give
way to narrower use cases. Each industry – let alone each organization – has a unique data set
that is driving the development and usage of those applications. Vendors will need to articulate
the value of their vertical-specific offerings not only in terms of the underlying AI and machine
learning technology, but also in terms of the improvements it brings over legacy processes.
The compute demands of machine learning will drive fundamental changes in enterprise IT.
The development and deployment of machine learning models requires infrastructure that is
fast, scalable, dynamic and cost-effective. Ad hoc cloud services can help enterprises bridge
many of the gaps between these demands and their current infrastructure capabilities. In the
future, enterprises will need to adopt more concerted strategies to adapt their IT environments
to an era of ubiquitous machine learning. For many organizations, this change will entail adopting
new infrastructure technologies designed for AI workloads. For others, it means configuring
a network environment capable of applying machine learning models in real time to make
predictions on new data. For all enterprises, these infrastructure changes will require a certain
degree of forethought so that IT does not become the barrier to implementation.
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The conversation around explainable AI will continue. As the AI and machine learning market
matures, and as more progress is made on the underlying technology, companies will begin to
demand more of the products and services in this space. The notion of explainability has been
gaining traction recently, and a few companies are even offering preliminary tools and services
to address this issue. Given that the explainability of a model’s decision-making is essential to
eliminating algorithmic bias, assuring compliance and even understanding the value of an AI
application, it is likely that this conversation will only grow louder. In the future, explainability
could be the differentiating feature for enterprises looking to invest in an AI tool or service.
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